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Quantitative Economics Revision
Some notes on regression
Tutor: John Menzies
john.menzies@economics.ox.ac.uk

Note: I wrote these notes up over a few hours and it is highly likely there are
typos. If you find any, please email them to me.

The linear model
Let’s start things off simple and consider some data (yi) that is explained by
a single regressor (xi).

y = β0 + β1xi + ϵi (1)
The interpretation of this line should be rather familiar; β0 is the intercept,
β1 is the slope of the line, and ϵ is the model error. Below, we will discuss the
problem of estimating β0 and β1.

For now, let’s assume that the xi are non-random and measured with negligible
error while the ϵi’s are random variables with mean 0 and constant variance
E(ϵ2) = σ2. We also assume that the ϵi’s are uncorrelated with one another.
It follows then that for a given value xi, we can ‘predict’ the value of yi:

E(yi|xi) = β0 + β1xi (2)
The mean of the distribution of yi will be given by (2) and the variance of
this distribution is σ2.
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Least squares estimators
Unlike in the previous section, let’s now assume that we don’t know the values
of β0 and β1 from equation (1), we want to estimate them. That is, we are
going to create an estimated model and this will produce the fitted values:

ŷi = b0 + b1xi (3)

We want our fitted values (ŷi’s) to be as close to the true values (yi’s) as
possible. To do this, we can choose our estimators so as to minimize the
residual sum of squares:

∑n
i=1(yi − ŷi)

2. It follows then that our estimators
(b0, b1) must satisfy:

δ

δb0

[
n∑

i=1

(yi − b0 − b1xi)
2

]
= 0 (4)

and
δ

δb1

[
n∑

i=1

(yi − b0 − b1xi)
2

]
= 0 (5)

As an exercise, you can demonstrate that the solution to these two conditions
will yield our OLS estimators:

b1 =

∑n
i=1(xi − x̄)(yi − ȳ)∑n

i=1(xi − x̄)2
(6)

and
b0 = ȳ − b1x̄ (7)

In order to simplify later notation, I will start using:

Sxx =

n∑
i=1

(xi − x̄)2 (8)

Exercise: Show that both of these estimators are unbiased.
Exercise: Show that:

V ar(b1) =
σ2

Sxx
(9)

Exercise: Show that:
V ar(b0) = σ2

(
1

n
+

x̄2

Sxx

)
(10)
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Partitioning total variability
Let’s assume that we’ve got some data (yi’s); it is straightforward to calculate
the sample variance of our data:

σ̂2
y =

n∑
i=1

(yi − ȳ)2

n− 1
(11)

Where ȳ =
∑n

i=1 yi/n, the sample mean. This formula shows that we get the
sample variance by summing the squared deviations from the mean and then
dividing by n − 1 (the number of observations minus one degree of freedom
since we have estimated the mean). Instead of dividing by n−1, we can simply
consider the numerator; this is what we call the “total sum of squares”:

SSTotal =

n∑
i=1

(yi − ȳ)2 = (n− 1)σ̂2
y (12)

Suppose, as above, we estimate the intercept and slope of our model. We
would then be able to decompose each yi into a fitted value (ŷi) and a residual
(ϵ̂i). For the univariate case, this would be:

yi = b0 + b1xi︸ ︷︷ ︸
ŷi

+ϵ̂i (13)

If we had k regressors, then the model component would be:

ŷi = b0 + b1x
1
i + b2x

2
i + · · ·+ bkx

k
i = b0 +

k∑
j=1

bjx
j
i (14)

We can use this notation to illustrate partitioning the total sum of squares
into two parts: the regression sum of squares (SSReg) and the residual sum of
squares (SSRes).

n∑
i=1

(yi − ȳ)2 =

n∑
i=1

(ŷi − ȳ)2 +

n∑
i=1

(yi − ŷi)
2 (15)

Exercise: For one regressor, show that the right-hand side of equation (15) is
equal to the left-hand side. WLOG, you can assume that x̄ = 0.
Using simpler notation, equation (15) can be written as:

SSTotal = SSReg + SSRes (16)
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Where:

SSReg =
n∑

i=1

(ŷi − ȳ)2 (17)

and
SSRes =

n∑
i=1

(yi − ŷi)
2 (18)

In English, all we are saying with equations (15) is:

Total variability = Explained variability + Unexplained variability (19)

In many situations, we might want to estimate the variance of the error term in
our regression (σ2). The calculated residuals (yi − ŷi = ϵ̂i’s) are the empirical
counterparts to the actual model errors (ϵi’s), which is why we put a ‘hat’ on
them. It would seem reasonable that if we calculated the variance of ϵ̂i’s, then
this should be a good estimate of the actual residual variance:

s2 =
SSRes

n− k − 1
(20)

Where k is the number of regressors. Sometimes s2 is called the error mean
square. Now that we have an estimate for the error variance σ2, we can use it
to estimate the variance of our estimators and begin constructing confidence
intervals and hypothesis tests. We do this by making use of equations (9) and
(10).

Hypothesis testing b0 and b1

We can perform separate tests on the slope and intercept of our model using
t-tests. We know that b1 is both unbiased and has variance given in (9); your
lecture notes also show that b1 is normally distributed. Thus:

b1 ∼ N

(
β1,

σ2

Sxx

)
(21)

The only problem is that we don’t know σ2! There is a well known result
(related to the CLT) that let’s us conclude that by using s2 instead of σ2,
then our statistic will be distributed according to a t-statistic:

(b1 − β1)

s

√
Sxx ∼ tn−k−1 (22)
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Just like in previous exercises, we can use equation (22) to do hypothesis tests
and construct confidence intervals. For instance, if we took the case where
the null hypothesis is β1 = 0 then

t =
b1
√
Sxx

s
(23)

We can also then see that:

t2 =
b21Sxx

s2
=

SSReg

s2
(24)

Exercise: Prove the equalities in equation (24).
We will show later that equation (24) is also the ‘F-statistic’ for one regressor.

We can do the same for our intercept and show that the t-statistic is given
by:

t =
b0 − β0

s
√

(1/n) + (x̄2/Sxx)
(25)

Generally, on a regression printout, the t-statistics reported for the null hy-
pothesis that the intercept/coefficient is equal to zero - like in (23).

The R2, adjusted R2, and standard error of the regression s

We can use the sums of squares to calculate a widely reported statistic, the
R2. The R2 is a standard statistic that is reported on almost all regression
outputs.

R2 =
SSReg

SSTotal
= 1− SSRes

SSTotal
(26)

Again, in English, we are simply saying

R2 =
Explained variability

Total variability = Proportion of variability explained (27)

It is clear that the R2 could be a very useful statistic. It does, however, have a
major drawback: we cannot use it for comparing models. This is because as we
include more regressors in our models, each additional regressor will explain
some of the variability in the data. As we add regressors (even irrelevant
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ones) the R2 will continue to (weakly) increase. If someone tells you they ran
two regressions and one has a higher R2, in general, this does not tell you
that it was done with a better set of regressors. We call this unwise process
“overfitting”, i.e. too many model terms have been included. You should never
adopt a model selection process that solely relies on R2.
Instead of looking at R2, we can ‘adjust’ this metric and look at the ‘adjusted’
R2 (R̄2). This metric is given by:

R̄2 = 1−(1−R2)
n− 1

n− k − 1
= 1− SSRes

SSTotal

n− 1

n− k − 1
= 1− SSRes/dfTot

SSTotal/dfRes
(28)

Exercise: Demonstrate the equalities in equation (28).
The R̄2 corrects for the number of regressors that we include. If we start
including irrelevant regressors then we should expect the R̄2 to decline. As
we’ve discussed in tutorials, the R̄2 is closely related to the OLS estimate of
the variance of the residuals (s2). The sample residual variance (the square
of the standard error of the regression, SER) is given by:

s2 =

n∑
i=1

ϵ̂i
2

n− k − 1
=

n∑
i=1

(yi − ŷi)
2

n− k − 1
=

SSRes

n− k − 1
(29)

It should be easy to prove that:

R̄2 = 1− n− 1

SSTotal
s2 (30)

Here we can see that whether we rank our models by descending R̄2 or as-
cending s2 is immaterial; the ranking should be the same.

Partitioning the degrees of freedom
In the same way that we partitioned our variance, we can also partition the
degrees of freedom. Remember from the tutes that we demonstrated that
SSTotal/σ

2 was Chi-squared with n − 1 degrees of freedom. SSReg/σ
2 and

SSResσ
2 are also Chi-squared and we can partition the degrees of freedom:

SSTotal = SSReg + SSRes (31)
n− 1︸ ︷︷ ︸
(I)

= k︸︷︷︸
(II)

+n− k − 1︸ ︷︷ ︸
(III)

(32)



7

(I) is the number of data points, with one eliminated for the estimation of
the mean ȳ, (II) is the degrees of freedom used for estimating the slopes (the
number of regressors), (III) Number of data points with k + 1 eliminated for
estimating the slopes and the mean.
We can also note that if we divide each respective sum of squares by its degrees
of freedom, then we get the mean square:
For the estimating the total variance

σ̂2
y =

SSTotal

n− 1
(33)

For estimating the variance of the residuals:

s2 =
SSRes

n− k − 1
(34)

The χ2 distribution
Earlier on this term, we solved a few problems that demonstrated the rela-
tionship between the normal distribution and the χ2 distribution. We know
that the square of a standard normal random variable will be distributed ac-
cording to a χ2 distribution with one degree of freedom. Generally, the sum
of k squared independent standard normal variables will give us a χ2 variable
with k degrees of freedom.
Formally, we can define:

Zi ∼ N(0, 1), ∀i ∈ {1, . . . , k} (35)

Where
Zi ⊥⊥ Zj ∀i ̸= j (36)

It then follows that if we define a new variable Q:

Q = Z2
1 + Z2

2 + · · ·+ Z2
k =

k∑
i=1

Z2
i (37)

Then
Q ∼ χ2

k (38)
The Chi-squared distribution is defined on the positive real numbers.
Exercise: Show E(Q) = k.
Exercise: Show V ar(Q) = 2k
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The relationship between the χ2 and F-distributions
The F-distribution is a continuous probability density function that is defined
over the positive real numbers. There is an important relationship between
random variables drawn from an F-distribution and χ2 random variables.
If A and B are independently distributed Chi-squared random variables with a
and b degrees of freedom respectively, then C, which is defined in equation (41)
is distributed according to an F-distribution with (a, b) degrees of freedom.
That is, if:

A ∼ χ2
a (39)

B ∼ χ2
b (40)

C =
A/a

B/b
(41)

then
C ∼ F (a, b) (42)

Simultaneous inference: the F-test
We have discussed at length the problems with multiple testing in our tuto-
rials; if we want to test if two coefficients in our regression are zero, then we
cannot simply look at both t-tests independently. One way to test multiple
coefficients is with the F-test.
Our reasoning in constructing an F-test is the same as previous hypothesis
testing we have seen. We will make a conjecture (our null hypothesis); un-
der the assumption that the null hypothesis is true, we can show that some
statistic from our regression should have come from a given F-distribution.
We calculate the value of this statistic and check to see if we think it rea-
sonably could have come from such a distribution (this is where we use our
confidence interval). If it is unlikely that the calculated statistic came from
an F-distribution, then we reject the null hypothesis.
There are several ways of writing the formula to calculate an F-statistic (de-
noted by F ), the following is my favourite:

F =
(SSRes1 − SSRes2)/(k2 − k1)

SSRes2/(n− k2 − 1)
(43)

The statistic in equation (43) will allow us to test whether the coefficients on
multiple regressors are equal to zero. Let’s assume we run a first regression
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with k2 regressions; this is our ‘full’ regression (regression 2). Let’s say we
want to test whether multiple coefficients are equal to zero. One way we can
do this is run the regression again and omit the regressors whose coefficients
we think are zero; that is, we are running a ‘restricted’ regression (regression
1), which only has k1 regressors. Note, we have dropped k2 − k1 regressors.
We can now take the sum of square residuals from each of these equations and
compute an F-statistic with them, which is shown in equation (43).

The intuition is that under the null hypothesis the coefficients are equal to
zero. If this were true, then the ‘full’ regression should not explain much more
of the variance than the ‘restricted’ regression. So, if the null is true, then our
F-statistic should be low. If the regressors that we are testing do explain a lot
of the data, then the F-statistic will be large and we will reject the null.
Under the null (that the coefficients we are testing are equal to zero):

F ∼ F (k2 − k1, n− k2 − 1) (44)

On a regression printout, there will typically be an ‘F-statistic’ reported; this
F-statistic is calculated under the null that all the slopes of the regression are
equal to zero but that there still is an intercept. Using the formula in equation
(43), we can show that the restricted model is the when only an intercept is
included (this intercept will simply be equal to ȳ) and so SSRes1 = SSTotal

and SSRes2 = SSRes. The reported F-statistic is simply:

F =
(SSTotal − SSRes)/(k − 1)

SSRes/(n− k)
(45)

Regression printout: a simple example

We can take a real world example; here is some regression output from an
experiment on the hardness of different plastics after aging (k = 1). The data
are of 10 plastic specimen (n = 10).

Table 1: Plastic hardness data (Myers, 1990)

Source DF Sum of Sq Mean Sq F Val Prob>F
Model 1 36194.79128 36194.79128 879.291 0.0001
Error 8 329.30872 41.163589
Total 9 36524.1
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Table 2: Plastic hardness data (Myers, 1990)

Root MSE 6.415886 R-square 0.9910
Dep Mean 269.3 Adj R-sq 0.9899

CV 2.165334

Table 3: Plastic hardness data, Parameter estimates

Variable DF Parameter Estimate St Err t-stat Prob > |t|
Intercept 1 187.81397 4.18344929 44.895 0.0001

Time 1 2.02777620 0.06838386 29.653 0.0001

Here, we can start to see the relationship between all the variables. Using our
mathematical notation, we see that:

SSTotal = 36524.1 (46)
SSReg = 36194.79128 (47)
SSRes = 329.30872 (48)

We can calculate the R2 and R̄2:

R2 =
SSReg

SSTotal
(49)

=
36194.79128

36524.1
(50)

= 0.9910 (51)

R̄2 = 1− SSRes

SSTotal

n− 1

n− k − 1
(52)

= 1− 329.30872

36524.1

9

8
(53)

= 0.9899 (54)

Our F-statistic is also easy to calculate:

F =
(SSTotal − SSRes)/(k − 1)

SSRes/(n− k)
(55)

=
36194.79128/1

329.30872/8
(56)

= 879.291 (57)
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Let’s now demonstrate how to calculate a t-statistic. For b1:

t =
b1
√
Sxx

s
(58)

=
2.02777620

0.06838386
(59)

= 29.653 (60)
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